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1. Overview

The goal of this assignment is to write, compile, and execute parallel programs on a 
cluster using MPI.

2. Hello world

Login to torvalds.cis.uncw.edu.  Create a program called hello.c with the following code: 
(Alternatively, you can create the program locally and upload it.)

#include <stdio.h>
#include <unistd.h>
#include <stdlib.h>
#include <mpi.h>

int main (int argc, char **argv)
{
    int my_rank;
    int p;
    int source;
    char message[BUFSIZ];
    char machinename[BUFSIZ];
    MPI_Status status;

    // This creates a thread to run on each processors
    MPI_Init (&argc, &argv);

    // Get the number of threads
    MPI_Comm_size (MPI_COMM_WORLD, &p);

    // Get THIS thread's number
    MPI_Comm_rank (MPI_COMM_WORLD, &my_rank);

    // All threads except the master will send an "hello"
    if (my_rank != 0) {

        gethostname(machinename, BUFSIZ);
        sprintf(message, "Greetings from thread %d, running on %s!",
                                           my_rank, machinename);

        MPI_Send(message, strlen(message)+1, MPI_CHAR, 0,
                               0, MPI_COMM_WORLD);
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    } else {

        // Thread number 0 is the master

        gethostname(machinename, BUFSIZ);
        printf ("Master thread is ready, running on %s\n", machinename);

        for (source = 1; source < p; source++) {
            MPI_Recv(message, BUFSIZ, MPI_CHAR, source,
                               0, MPI_COMM_WORLD, &status);
            printf ("%s\n", message);
        }
    }

    // And finally, clean up and stop MPI
    MPI_Finalize();
    return 0;
}

Save the file and compile it using the following command:

mpicc hello.c -o hello

Then you can run the program with the following command:

mpirun -nolocal -np <NP> hello

The “nolocal” parameter indicates that the execution threads should run on available 
processors EXCEPT the current processor.  This is a common scenario used by system 
administrators where the node on which you log in is for interactive use only.  The 
remaining nodes are for parallel execution only.  Therefore, you need to run your 
program on machines other than the one that you are log into because it is for interactive 
use.  This prevents interactive use from interfering with your parallel program.

The <NP> is the number of processors that you wish to use for the parallel execution, and 
should be between 1 and the total number of physical processors available (inclusive). 
Try running this several times with different values for NP.  Try using a value that is 
beyond the total number of physical processors available.  What happens?

3. Matrix Multiplication

Matrix Multiplication is an example of a problem that is “embarrassingly parallel”.  That 
means that it can be executed in parallel where the processors do not need to 
communicate (except for the distribution of input and the gathering of results).  Assume 
that we have two matrices A and B that are NxN.  If C is to be the product of A and B, it 
is calculated as follows:

C i , j=∑k=0

N−1
Ai , k∗Bk , j for all 0 ≤ i,j ≤ N-1
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This is implemented in C as follows:

    for (i = 0; i < N; i++) {
        for (j = 0; j < N; j++) {
            c[i][j] = 0.0;
            for (k = 0; k < N; k++) {
                c[i][j] = c[i][j] + a[i][k] * b[k][j];
            }
        }
    }

Since you will need to compare the running times of your parallel program with a 
sequential version, the entire sequential version is:
   
#include <stdio.h>
#include <math.h>
#include <sys/time.h>

void print_results(char *prompt, int N, float *a);

int main(int argc, char *argv[])
{
    int N, i, j, k;
    char *usage = "Usage: %s N file\n";
    FILE *fd;
    double elapsed_time;
    struct timeval tv1, tv2;

    if (argc < 3) {
        fprintf (stderr, usage, argv[0]);
        return -1;
    }

    N = atoi(argv[1]);

    if ((fd = fopen (argv[2], "r")) == NULL) {
        fprintf (stderr, "%s: Cannot open file %s for reading.\n",
                                                argv[0], argv[2]);
        fprintf (stderr, usage, argv[0]);
        return -1;
    }

    float a[N][N], b[N][N], c[N][N];

    for (i = 0; i < N; i++)
        for (j = 0; j < N; j++)
            fscanf (fd, "%f", &a[i][j]);

    for (i = 0; i < N; i++)
        for (j = 0; j < N; j++)
            fscanf (fd, "%f", &b[i][j]);

    // Get a time stamp before we start the algorithm
    gettimeofday(&tv1, NULL);
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    for (i = 0; i < N; i++) {
        for (j = 0; j < N; j++) {
            c[i][j] = 0.0;
            for (k = 0; k < N; k++) {
                c[i][j] = c[i][j] + a[i][k] * b[k][j];
            }
        }
    }

    // Get another time stamp after completing the algorithm and
    // computer the elapse time in seconds.
    gettimeofday(&tv2, NULL);

    elapsed_time = (tv2.tv_sec - tv1.tv_sec) +
                   ((tv2.tv_usec - tv1.tv_usec) / 1000000.0);

    printf ("elapsed_time=\t%lf seconds\n", elapsed_time);

    // print result
    print_results("C = ", N, (float *) c);
    return 0;
}

void print_results(char *prompt, int N, float *a)
{
    int i, j;

    printf ("\n\n%s\n", prompt);
    for (i = 0; i < N; i++) {
        for (j = 0; j < N; j++) {
            printf(" %.2f", a[i * N + j]);
        }
        printf ("\n");
    }
    printf ("\n\n");
}
 
This program should be compiled with the standard C compiler, and run with two 
arguments: N and the filename of input.  The results (sent to stdout) will be the result of 
multiplying the two input matrices together.  

Notice the uses of the gettimeofday() function.  These are used to get the time from the 
system clock, compute the time it took to perform the calculation (elapsed time), and then 
display the elapse time.  You will need to time the execution of the parallel version so 
that you can compare that with the time to execute the sequential program.

To compile this program, you will use the command:

    gcc matrix.c -o matrix

To run the sequential matrix multiply program, you will use syntax like:

    ./matrix 100 <inputfile> > <outputfile>
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where matrix is the name of your executable, 100 is the size of N, the <inputfile> is a 
file with a sufficient number of floating point numbers.  I have already created several 
input files that you can use.  You can use a file that has more numbers than are needed by 
your program, but not less.  These files can be found at:

/home/faculty/cferner/CLASSES/csc337/input1
/home/faculty/cferner/CLASSES/csc337/input2

which contain 2 matrices of random value of sizes of 10x10 and 100x100, respectively. 
You can run the program with a smaller value of N than the size of the matrices in the 
input files, but not larger.

Notice that use of the > in the command above.  This is an output redirection.  Instead of 
the output going to stdout, it is redirected to a file.  To check that your program works 
correctly, use the diff command:

Notice the extra greater than symbol (>) in the command.  This is an output redirection. 
Instead of the output going to stdout, it is redirected to the file <outputfile>.  It will 
store in the output file the resulting matrix as well as the time to execute.  

You may want to start with a very small value  for N to verify that the program produces 
the correct answer.

Parallel Matrix Multiplication

The example program below is the skeleton for the MPI program to do multiplication. 
This program starts MPI, parses data on the command line, reads the input data, gets the 
time of day before and after the work is done, and outputs the data.  You need to put in 
place the code to distributed (broadcast) the input data, do the work, and gather the 
results back on the master thread so that the results can be written.  There are different 
choices for how you gather the results on the master thread, which we talked about in 
class.  You can make the choice of which to use, but keep in mind that the choice you 
make may have in an effect on the performance.  Here is the skeleton program:

#include <stdio.h>
#include <math.h>
#include <sys/time.h>
#include <mpi.h>

void print_results(char *prompt, int N, float *a);

int main(int argc, char *argv[])
{
    int i, j, k;
    int N, NP, mypid, blksz, p, start, end, num_elem;
    char *usage = "Usage: %s N file\n";
    FILE *fd;
    double elapsed_time;
    struct timeval tv1, tv2;
    int abort = 0;
    MPI_Status status;
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    MPI_Init(&argc, &argv);
    MPI_Comm_size(MPI_COMM_WORLD, &NP);
    MPI_Comm_rank(MPI_COMM_WORLD, &mypid);

    if (mypid == 0) {   // Master thread parses the arguments

        if (argc < 3) {  // Make sure we have an N and filename
            fprintf (stderr, usage, argv[0]);
            abort = 1;
        }

        if (!abort)
            N = atoi(argv[1]);

        if (!abort && (fd = fopen (argv[2], "r")) == NULL) {
            fprintf (stderr, "%s: Cannot open file %s for reading.\n",
                                argv[0], argv[2]);
            fprintf (stderr, usage, argv[0]);
            abort = 1;
        }
    }

    // the abort variable indicates that we were not able to
    // work with the arguments and all threads should stop

    MPI_Bcast (&abort, 1, MPI_INT, 0, MPI_COMM_WORLD);
    if (abort) {
        MPI_Finalize();
        return -1;
    }

    // All threads need to know N so that the arrays can be declared.
    MPI_Bcast (&N, 1, MPI_INT, 0, MPI_COMM_WORLD);
    float a[N][N], b[N][N], c[N][N];

    // Now we can read the input
    if (mypid == 0) {
        for (i = 0; i < N; i++)
            for (j = 0; j < N; j++)
                fscanf (fd, "%f", &a[i][j]);

        for (i = 0; i < N; i++)
            for (j = 0; j < N; j++)
                fscanf (fd, "%f", &b[i][j]);
    }

    // Synchronize all threads before taking a time stamp
    MPI_Barrier(MPI_COMM_WORLD);
    if (mypid == 0) {
        gettimeofday(&tv1, NULL);
    }

    // Todo: Broadcast arrays a & b with data type MPI_FLOAT 
    // to all threads here. 
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    // Todo: calculate block size based on the input size (N) and
    // the number of processors/threads (NP).
    //
    // Execute the matrix multiplication where each processor is
    // responsible for up to block size rows of the final matrix.
    //
    
    // Todo: gather the partial results from each processor on the
    // the master.
    //

    // We don't need to have another Barrier before the next
    // time stamp because when the master has all the answers,
    // we are done, no matter what the others are doing.

    if (mypid == 0) {
        // Get another time stamp and compute the elapse time in 
        // seconds.
        gettimeofday(&tv2, NULL);

        elapsed_time = (tv2.tv_sec - tv1.tv_sec) +
                       ((tv2.tv_usec - tv1.tv_usec) / 1000000.0);

        printf ("elapsed_time=\t%lf seconds\n", elapsed_time);

        // print result
        print_results("C = ", N, (float *) c);
    }

    MPI_Finalize();
    return 0;
}

// Todo: include the print_results function from the sequential version

Each processor will be responsible for computing block size number of rows, except that 
last processor that may be responsible for less that block size rows.  Each processor can 
compute which rows it needs to work on using the following:

start = mypid*blksz;
end = min (N, (mypid + 1) * blksz);
num_elem = N * (end – start);

Each processors will execute the iterations for the i loop from start up to (but 
excluding) end.

The get the partial results from the various processors back to the root node so that it can 
produce the completed matrix, you can either have each processor send its results directly 
to the master thread using MPI_Send() and have the master execute a loop to receive 
all those message in a similar way as with “Hello World” program, OR you can use the 
MPI_Gather() function.  The syntax of the MPI_Gather() is:

7



int MPI_Gather(void* sendbuf, int sendcount, MPI_Datatype 
sendtype, void* recvbuf, int recvcount, MPI_Datatype 
recvtype, int root, MPI_Comm comm)

The sendbuf is the address of the beginning of the results in the C array for each 
processors.  This is the address of the first element of he C array starting at row 
mypid*blksz.  The C syntax would like something like:

&c[start][0]

The sendcount is the number of  values that need to be send from each processors, 
which is the num_elem computed above.  The sendtype is MPI_FLOAT.

The recvbuf is the address of where the results are stored.  It is possible to have the 
results gathered into the same array, since it already has space allocated.  This argument 
just needs to be the address of the beginning of the array (which is the same thing as just 
the name of the array).  The recvcount and recvtype are the same as the 
sendcount and sendtype.  The root is the rank of the master processor, which is 
zero.  And the communicator is MPI_COMM_WORLD.

Compile the program using the following command:

mpicc mpiMatrix.c -o mpiMatrix -lm

The -lm tells the compiler to include the math library, which is where the ceil() 
function is defined.  Then you can run the program with the following command:

mpirun -nolocal -np <NP> mpiMatrix <N> <inputfile> > <outputfile>

You will fill in the details for the number of processors, the size of the input, the input 
file, and the output file.  The input file should be the same as you used for the sequential 
version.  To check that your program works correctly, use the diff command:

diff <output file from sequential program> <output file parallel 
program>

If both programs produce the same output, then the only lines you will see (the lines that 
are different) will be the lines reporting the elapsed time.  We don't care about the 
answer; only that the parallel program produces the same output as the sequential 
program.  If your parallel program did not work successfully, then you will see numerous 
lines showing where the numbers differ.
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Debugging your program

If your program produces output that does not match the sequential program, then you 
will need to find out what is wrong with it.  It is much more difficult debugging a parallel 
program that a sequential one.  Here are a few things to try:

1. Use small values for N and NP so that the output is small
2. Have each processor print its values for N, NP, mypid, and block size.  Each 

thread can print to stdout and the messages will be sent to the master and 
displayed on your console automatically.  You should NOT assume that the order 
of the printouts indicates the order that they were executed.  So that you can tell 
which thread produced which output, you should include the value of mypid in 
the printout.  For example:

printf (“<pid %d>: message goes here\n”, mypid, ...);

3. Have each processors print its input arrays a & b to make sure that they were 
sucessfully broadcast

4. Have each processor print the values for the loop variable i to verify that each 
processor is executing the iterations it is suppose to execute.

5. Have each processor print its result array (or the relevant part) to verify that it 
computed the correct values for the part of the array that it was responsible for.

6. Have each processor print which values it is sending back to the master
7. Have the master print the values that it receives from each processor.

Also, when your parallel program crashes, it may leave hung threads on the different 
processors that won't go away and may interfere with future runs.  To see if threads are 
hung, run:

cluster-ps mpi

If there are hung threads, you can clean up running the command:

cluster-kill mpi

Showing Results

You should prepare a WORD document with the source of your programs, screen shots 
showing the execution of your program (no output please), and the output of the diff 
command (if the output matches the sequential version).  In addition to that, you should 
also prepare a speedup curve.  You will need to run your parallel program on different 
number of processors for a reasonably large input size.  You may need to run the program 
several times with the same input size and number of processors and compute the average 
or throw out obvious outliers because the runtimes can vary.  Using the elapsed time of 
the executions of the sequential program and the parallel program, you should be able to 
construct a speedup curve in Microsoft Excel.  You can paste this graph in the WORD 
document, or submit both the WORD document and the Excel document.
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Dot Product 

The Dot product is the result of multiplying two vectors together.  Matrix multiplication 
is defined to be the dot product of each row of the first matrix with each column of the 
second matrix.  In the above program, each processor was responsible for computing a set 
of values in the resulting matrix, which were each dot products.  In this program, you will 
have the processors sharing the work of computing one dot product.  Whereas matrix 
multiplication was divided up into independent tasks, the tasks of the dot product are not 
independent.  Instead the final answer will be combined using a MPI_Reduce().

Given two vectors of size N, the dot product is defined as:

∑i=0

N−1
A i∗Bi

This is implemented in C as follows:

    sum = 0.0;
    for (i = 0; i < N; i++) {
        sum = sum + a[i] * b[i];
    }

Make a copy of the sequential matrix multiplication program and call it dotProduct.c. 
Modify it so that it reads N values for the a array and N values for the b array, computes 
the dot vector, then prints the elapsed time and answer.  The modification from the matrix 
multiplication are:

1. The a and b arrays are 1 dimensional
2. The c array should be replaced with a scalar floating point variable sum
3. The loops that read in values for a and b should be changed to reflect that they are 

1 dimensional
4. The main execution loop needs to be changed to the above code
5. The output should be a single value (sum) instead of a matrix

You can use the same two input files:

/home/faculty/cferner/CLASSES/csc337/input1
/home/faculty/cferner/CLASSES/csc337/input2

Since the files are sizes of 10x10 and 100x100, respectively, and you only need 1 
dimensional values, then you can use input sizes up to 100 and 10000 for each input file, 
respectively.  You should start with a small value of N to verify that it computes the 
correct answer.

Parallel Dot Matrix

Make a copy of the parallel matrix multiplication program and call it mpiDotProduct.c. 
Modify it so that it reads N values for the a array and N values for the b array, computes 
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the dot vector, then prints the elapsed time and answer.  Each processor should be 
responsible to computing a partial sum for a block of values in the two vectors.  The 
blocks are computed the same ways as they were with matrix multiplication.  The final 
answer will be a combination of these partial sums using the MPI_Reduce().  The 
modification from the parallel matrix multiplication are:

1. The a and b arrays are 1 dimensional
2. The c array should be replaced with scalar floating point variables sum and total
3. The loops to read in values for a and b should be changed to reflect that they are 1 

dimensional
4. The broadcasts should be changed to reflect that they are 1 dimensional
5. The execution loop should be replaced with the loop above, except that the i loop 

is the same as in the matrix multiplication.  In other words, each processors is 
responsible for a separate partition of the iterations of i.

6. The MPI_Gather() should be replaced with an MPI_Reduce().  The reduction 
should reduce using the operation MPI_SUM the variable sum to the variable total 
on the root processor 

7. The output should be a single value (total this time) instead of a matrix

Compile the program using similar commands as with the matrix multiplication.  You can 
use the same two input files:

/home/faculty/cferner/CLASSES/csc337/input1
/home/faculty/cferner/CLASSES/csc337/input2

You should compare the results of your parallel dot product program with the results of 
your sequential dot product program the same way you did for matrix multiplication.

Showing Results

In your WORD document, include the source of your programs, screen shots showing the 
execution of your program (no output please), and the output of the diff command. 
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